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Manual design of a control algorithm for a bipedal robot is a complex and difficult procedure, so it is proposed that a naturally inspired evolution method is used instead.
1 Introduction
Traditional robot controllers are designed using process models and manually creating a controller to optimize response.  This method is tedious, and instead it is proposed that a more naturally inspired method be used.  Genetic Algorithms (GAs) are used to create an artificial neural network.  GAs operate in parallel on a large search space, and thus are able to quickly find an acceptable solution while avoiding local maxima.  Neural Networks (NNs) are able to generalise over a range of input conditions, and so are ideal for a control system where all possible input combinations would be impossible to enumerate.  Using a GA to create the NN gives the best of both worlds, and thus is the method of choice for this project.

2 The Genetic Algorithm

The GA consists of an environment in which a population of agents lives.  Each agent in this case is a possible control network, the configuration of which is specified by the agent’s genome.  The significance of having a large population, rather than operating on a single individual, is that multiple solutions can be explored in parallel.

With each generation (one cycle of the environment), every agent has its fitness evaluated.  This gives a score of how good the agent’s solution is.  A number of agents are then selected by the roulette wheel method, and their genomes are combined to produce new variations.  Recombination is done by ‘crossover’, where sections of the genome are swapped between two individuals.  A mutation operation also takes place, where links between neurons may change, and neurons may be added or removed.  An optimization phase may also take place to remove unconnected neurons from the genome.
The GA operates on a relatively converged population, meaning that the level of diversity is relatively small.  This means that the probability of successful mating between a pair of individuals is higher.  Only one species is used, and there is provision for the introduction of niches, as it was decided it would be more productive if all agents converged on a single solution.  Multiple runs could be used to find other solutions.

A variable length genotype is used to allow growth with increasing complexity.  Agents are haploid, as the environment is stable and thus there is no need to genetically remember past successful strategies.

3 The Neural Network

It was decided that there should be many different types of neuron, as seen in [1], rather than the more biologically sound model of a single type of sum-and-threshold neuron.  It is hoped that this will both speed evolution and create a more efficient implementation, as functions that may have taken several simple neurons to implement could be implemented in one specialised neuron.  Proposed types are: sum, product, divide, sum-threshold, greater-than, sign, min, max, abs, sin, cos, arctan, log, exp, sigmoid, integrate, differentiate, smooth, oscillate-wave, oscillate-saw.
Neurons will have a structure broadly similar to that in [2]:
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Neuron inputs are taken as offsets relative to the current neuron’s locus.  It is hoped that this will encourage a more structured and biologically valid topology, where neurons prefer to connect to other close-by neurons.

It may be objected that in nature, both physical morphology and brain evolve in parallel, whereas in this project only the brain will be evolved and the body will be manually designed.  Although a valid observation, it is predicted that by careful selection of the fitness criteria, incremental progress will still be made without the process being overwhelmed in the early stages by having a complex body yet simple controller.

4 Implementation

Computing the fitness function is a highly computationally expensive task.  A physically realistic 3D model of the robot will be created, and will be simulated in a virtual environment where physical properties such as collisions and gravity are implemented.  The fitness will be based on the distance moved by the robot from its initial position (hence straight line movement will be rewarded over circular motion).

Because of the amount of processing required to carry out a simulation run, it is proposed that simulation is done in a distributed fashion.  Assume a simulation run takes 5 minutes to compute on a machine in the 1GHz region.  With a population of 200 individuals and an evolution run of 500 generations, this would take almost a year to compute.  When distributed over a network of 100 machines, however, it would take less than four days.  Such methods have already been used to with great success by the SETI project.
It is proposed that a main server should be run on a UNIX machine which will coordinate distribution and collection of information.  For each generation, the server will send an agent’s genotype to a client.  The client will then evaluate the fitness function and return the fitness value.  Once all the values have been returned, the server will then execute the genetic algorithm to create a new population of agents which form the new generation.  The cycle is then repeated.  It is estimated that around 10 seconds of CPU time will be taken to compute the new population.  With an evaluation time of 5 minutes for a client, this gives a server CPU load of 100/(5*60)*10 = 3%.

Client applications will run on Windows 2000 machines as services.  Running as a service allows the application to continue execution even when no user is logged on, an important feature when using idle CPU time at night.  It also means that the program is invisible to the user.  The client process will be set to low priority, hence it will yield to any user process and only consume idle CPU cycles.  This means that users will not notice its installation.
A TCP/IP connection will be used to connect server and clients.  With genomes estimated to be less than 10Kb each, this gives an average server bandwidth usage of  3Kbps for 100 clients, negligible on a LAN.

5 Conclusion

This report has demonstrated the benefits of using biologically inspired design methods, and how distributed processing techniques can be used to rapidly find solutions which would otherwise take too long to compute.

It is hoped that the above described project may be implemented around October 2002.
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